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Abstract: Die Nutzung von cloudbasierten Services 
wird als einer der Hauptbausteine der aktuellen 
Digitalisierungs- als Industrie 4.0-Initiativen angesehen. 
Mittlerweile haben sich alle großen Anbieter von IT-
Infrastruktur-Services auch als Cloud-Anbieter 
positioniert. In diesem Beitrag werden die für eine 
Migration auf cloudbasierte Services – in ihren aktuellen 
Ausprägungen IaaS, PaaS und SaaS – notwendigen 
Projekttypen im Vergleich zu den im klassischen 
Reengineering bekannten Lösungsansätzen betrachtet 
und eingeordnet.     

1 Einführung 

1.1 Cloudbasierte Services 

Neben dem schon länger üblichen klassischen 
Outsourcing von IT-Aufgaben an externe  
Dienstleister (vgl. dazu [1]) haben sich in den 
letzten Jahren sog. cloudbasierte Lösungen am 
Markt verbreitet, die eine noch bessere Kosten-
effizienz und vor allem wesentlich höhere 
Flexibilität der Services  versprechen. Ein guter 
Überblick über die technischen,  wirtschaftlichen 
und vor allem Sicherheitsaspekte findet sich in [2].  
 
Cloudbasierte Services werden heute in drei 
wesentlichen Klassen angeboten, die schon 2011 
von der NIST [3] und darauf basierend vom BSI [4] 
wie folgt definiert wurden (Zitat Anfang): 
! Infrastructure as a Service (IaaS) 
Bei IaaS werden IT-Ressourcen wie z. B. 
Rechenleistung, Datenspeicher oder Netze als 
Dienst angeboten. [….] So kann ein Cloud-Kunde 
z. B. Rechenleistung, Arbeitsspeicher und 
Datenspeicher anmieten und darauf ein 
Betriebssystem mit Anwendungen seiner Wahl 
laufen lassen. 
! Platform as a Service (PaaS) 
Ein PaaS-Provider stellt eine komplette 
Infrastruktur bereit und bietet dem Kunden auf der 
Plattform standardisierte Schnittstellen an, die von 
Diensten des Kunden genutzt werden. […] Der 
Kunde hat keinen Zugriff auf die darunterliegenden 
Schichten (Betriebssystem, Hardware) [...]  
! Software as a Service (SaaS) 
Sämtliche Angebote von Anwendungen, die den 
Kriterien des Cloud Computing entsprechen, fallen 
in diese Kategorie. […] Als Beispiele seien 

Kontakt-datenmanagement, Finanzbuchhaltung, 
Textverarbeitung oder Kollaborationsanwendungen 
genannt  (Zitat Ende). 
Außerdem ist in der Praxis primär relevant, ob es sich 
um einen „private“ (also exklusiven) oder „public“ 
(also zusammen mit anderen Kunden) Cloud-Service 
handelt. Letzterer ist aber insbesondere für unter-
nehmensrelevante Anwendungen sicherheitskritisch. 

1.2 Reengineering-Konzepte    

Unter dem Begriff „Reengineering“ (i.F. „RE“) 
werden diverse Ansätze zusammengefasst, die sich 
mit der Bearbeitung bestehender Anwendungs-
systeme (im üblichen Sprachgebrauch „Legacy 
Systeme“) zur Verbesserung ihrer Zukunftsfähigkeit 
beschäftigen. Bereits 1990 wurde in [5] eine 
entsprechende Taxonomie aufgestellt, die in Teilen 
auch in die deutsche Sprache übertragen wurde [6]. 
Die wesentlichen RE-Typen können im aktuellen 
Kontext wie folgt kurz zusammengefasst werden: 
! Technische Migration 
In diese Klasse fallen alle Vorhaben, die bestehende 
Software in Bezug auf ihre technischen Grundlagen 
verändert, dabei aber die fachlichen Funktionen 
unverändert wieder zur Verfügung stellen. Hierunter 
fallen Sprachkonversionen genauso wie z.B. Wechsel 
des Datenbanksystems oder anderer Middleware.   
! Architektur-Migration 
In diese Klasse fallen alle Vorhaben, die bestehende 
Softwaresysteme oder gar ganze Anwendungs-
portfolios in Bezug auf ihre fachlich-technische 
Architektur verändern, hierzu gehören die Einführung 
einer serviceorientierten Architektur (SOA) oder 
neuerdings sog. Microservice-Architekturen. 
! Verbesserung der intrinsischen Softwarequalität 
In diese Klasse fallen alle Vorhaben, die bestehende 
Software in Bezug auf ihre technische Qualität 
verbessern, ohne deren fachliche Funktionalität zu 
ändern. Hierzu gehören Themen wie Clone Detection 
and Removal, Restrukturierungen, Refactoring.  
! Reverse Engineering / Redokumentation 
Ermittlung der technischen und auch fachlichen 
Zusammenhänge auf Basis der implementierten 
Software in der notwendigen Detailtiefe, keine 
Änderung der Software selbst. 
  



2 Migration auf Cloud-Services 
Wenn man einmal vom Einsatz von Cloud-Services 
für die üblichen Bürosysteme (Mail, Dokumenten-
verwaltung) und Website-Management absieht, 
erfordert die Überführung von bis dahin selbst 
betriebenen Anwendungen zu einem Cloud-
Anbieter einen nicht unerheblichen Aufwand. 
Dieser hängt natürlich erheblich von dem 
gewählten Service-Modell ab. Im Folgenden 
werden die in Abschnitt 1.1 aufgeführten Service-
Modelle in Bezug auf ihre jeweiligen RE-Anforde-
rungen betrachtet. 

2.1 Nutzung einer IaaS-Cloud 

Im Falle von IaaS kommen zwar keine der 
klassischen RE-Konzepte zum Einsatz, allerdings 
wird bei einer Verlagerung des gesamten Software-
Stacks eine umfassende Inventarisierung und 
Transition aller Software-Komponenten, und zwar 
vom Betriebssystem aufwärts erforderlich. Dabei 
kann auch eine teilweise Redokumentation sinnvoll 
sein. Grundsätzlich entspricht das Vorgehen dem 
einer Transition zu einem neuen Rechenzentrums-
provider (vgl. [2]) bei klassischem Outsourcing.     

2.2 Nutzung einer PaaS-Cloud 

Im Gegensatz zu IaaS setzen die Services des 
Cloud-Providers bereits auf der Plattform-, d.h. 
Middleware-Ebene ein. Sofern der Cloud-Service 
nicht die original beim Kunden verwendeten 
Middleware-Komponenten anbietet (oder es andere 
wesentlich günstigere gibt), so führt dieses bei der 
Verlagerung in die Cloud unweigerlich zu 
technischen Migrationen. Insbesondere im Bereich 
der Datenbanksysteme versuchen die großen 
Provider am Markt, die Kunden auf die von ihnen 
primär betriebenen Systeme zu „locken“ oder gar 
zu zwingen. Letzteres gilt vor allem für public 
Clouds. Im Extremfall können auch andere 
weitergehende Migrationen im Middleware-Bereich 
oder sogar Sprachmigrationen erforderlich werden.  
Darüber hinaus muss mit einem Architektur-
Reengineering gerechnet werden, wenn – was der 
Normalfall sein dürfte – nicht alle Anwendungen in   
eine Cloud umziehen, sondern andere 
Anwendungen auch noch in der eigenen Hoheit 
verbleiben oder anders ersetzt werden. In der Regel 
wird es dabei um die Substitution enger technischer 
Kopplungen durch offene Standards (i.d.R. 
Webservices) gehen.   

2.3 Nutzung von SaaS 

Sowohl technischer als auch fachlicher RE-Bedarf 
entsteht bei der Verlagerung von Geschäftsfunk-
tionen zu einem SaaS-Anbieter. Dieses Vorgehen 
entspricht vereinfacht ausgedrückt dem Einsatz 
einer (weitmöglich an die eigenen Bedürfnisse 

angepassten) Standardsoftware außerhalb der eigenen 
IT-Umgebung. Dazu werden sowohl eine Redoku-
mentation (für die abzulösende Anwendung) zur 
Erstellung entsprechender Anforderungsdokumente 
benötigt, als auch ein Architektur-RE zur Schaffung 
neuer technischer und fachlicher Schnittstellen sowie 
i.d.R. eine fachliche Datenmigration.  
Im Gegensatz zu Migrationen auf IaaS- oder PaaS-
Clouds sind hier auch fachliche Aspekte von 
signifikanter Bedeutung und daher dieser Übergang 
mit entsprechenden Risiken und Kosten verbunden, 
die sich erst über den kostengünstigeren Cloud-
Einsatz refinanzieren müssen (dieses gilt auch für 
PaaS, wenn man nicht die bisherige Middleware 
einsetzen kann).   

3 Präventives Cloud-RE 
Um eine Anwendungslandschaft überhaupt auf die 
Nutzung von Cloud-Services (insbesondere hybride 
auf PaaS- und SaaS-Basis) vorzubereiten, können 
und  müssen präventive RE-Maßnahmen getroffen 
werden. Dazu gehören neben der Umstellung aller 
Benutzeroberflächen auf Weboberflächen primär die 
Einführung einer serviceorientierten Architektur und 
eine Vereinheitlichung der Middleware-Systeme. 
Diese Projekte müssen einhergehen mit einer starken 
Prozessorientierung und Nutzung feingranularer 
Services („Microservices“), um mittelfristig die 
Flexibilität zu einer optimalen Cloud-Orchestrierung 
der wesentlichen Anwendungskomponenten zu 
erreichen.    
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Abstract

In this paper we will motivate and discuss the ongo-
ing process of migrating the Bauhaus toolchain from
its home-brew intermediate representation (IR) to a
generalized IR based on SKilL.

1 Introduction

Bauhaus is a suite of static analysis tools [5] developed
at the University of Stuttgart. It is mainly written in
Ada and analyses C, C++ and Java. The current in-
termediate representation of analysis results is called
IML. A specification of data structures is used to gen-
erate Ada code that serializes data and provides the
user with a suitable API. Bauhaus developers are dis-
satisfied with IML and have asked for its replacement.
This paper describes our e↵orts to improve serializa-
tion in Bauhaus.

Requirements

Because students regularly refuse thesis projects in-
volving languages they have never worked with be-
fore, the development of Bauhaus lost momentum af-
ter the university switched the primarily taught pro-
gramming language from Ada to Java. This leads to
the requirement of achieving language independence
while keeping legacy code largely intact. In conse-
quence, we have to keep our API stable. In the current
setup, changing the specification often led to incom-
patibilities that prevented loading files created with
older versions. The successor needs to avoid this prob-
lem where possible. IML is just e�cient enough for
the domain of static program analysis. Hence, a suc-
cessor should neither increase file sizes nor decoding
time.

2 Steps of Migration

Presented with these requirements, we considered dif-
ferent serialization technologies. After taking into ac-
count a comparison of file formats for serializing data
from static analysis [3] we are disinclined to use XML.
We decided to use SKilL[2], which was designed to ful-
fill requirements similar to ours.

Thus, we decided to create an export tool that
transforms a whole IML file to semantically equiva-
lent SKilL. In consequence, we can keep all tools un-

modified and have an extra tool for the conversion
between file formats. A downside of this approach
is the time spent converting files. Furthermore, IML
would stay as it is and the overall maintenance e↵ort
would increase because two di↵erent and, most likely
diverging, intermediate representations would have to
be maintained. Also, the SKilL-based intermediate
representation can di↵er from IML in details.

2.1 Creating a Specification and Binding

About five man-days su�ced to create a total trans-
lation of all specified Bauhaus type definitions. We
also added type definitions for all hand-written seri-
alization code that we could find.

In the process of creating SKilL implementations
the SKilL infrastructure saw several improvements.
The specification language was extended by enums,
typedefs and interfaces to simplify the specification.
The code generators were extended by a back-end that
generates only specification, so that the IR specifica-
tion can easily be navigated. The generated imple-
mentations were improved in terms of escaping names,
generated documentation, compile time and better
handling of name conflicts between standard library
types and specified types. The latter is an issue that
almost all projects will face that move their IR from
one specific language to a set of languages because
there is no naming convention between programming
languages for standard library types.

The export tool had to be implemented in Ada be-
cause the only complete IML API is written in Ada.
Fortunately, both IML and SKilL o↵er a reflective
API, which allows the export tool to be written in just
about 550 LoC. Also, reflection could be used to e↵ec-
tively detect bugs in the specification and translation
of unspecified parts of the IML because mismatches
can be observed while matching the runtime type sys-
tems. Our completely unoptimized reflection-based
approach su�ces to convert our test files in about 200
seconds. In comparison, parsing these files completely
requires only about 40 seconds. Profiling the export
tool indicates that IML reflection is taking up most of
the CPU time. While it is certainly possible to write
a solution without reflection, we want to focus on our
new capabilities for now.
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Figure 1: Execution time for finding all names of
functions with implementations in an IR file. Per-
formed on a complete specification with complete de-
serialization. 10 repetitions on cached data executed
on an Intel i5-2540M (4 Core, 2.6 GHz).

2.2 Immediate Consequences

After finishing the export, we started immediately to
profit from SKilL’s benefits. Our first step was to
reimplement a very simple tool using SKilL. That way,
we could ensure that data is exported correctly. Also,
we measured the runtime of the reimplementation to
verify that our requirements have actually been met
(Figure 1). To our surprise, SKilL scales better in
terms of file size and serialization speeds than IML.

As the SKilL specification will remain unchanged
while maintaining the existing IML implementation,
the exported files are identical to files that would have
been created if SKilL were used in Bauhaus directly.
Thus, we already have test files to check the integrity
of a future Bauhaus with IML replaced by SKilL. Fur-
thermore, we have mitigated signs of software aging
[4] in Bauhaus. SKilL generates a fully documented
API for our exported IR in any implemented language.
This is not only an improvement in Ada. It is also
possible to attract students with the promise that
they could freely choose the programming language
for their thesis. For example, we could convince a
student to extend Bauhaus by further pointer anal-
ysis implementations because he was allowed to use
Scala.

Comparison of Code Size

Table 1 shows that the IML representation requires a
significant amount of code. Given our limited human
resources, it is obviously not an option to perform
manual translation steps on a significant part of IML.
Furthermore, there are over 2 million other LoC in
Bauhaus, thus it is not an option to change the IML
API in a way that would prevent compilation of ex-
isting tools.

A summary of generated code sizes for SKilL is
given in table 1 to contrast the 487k LoC of IML.
The doxygen back-end is just a rewrite of the speci-
fication that is not even type correct C++, but can
be parsed by the doxygen parser to generate an in-

Back-end files comment code
Ada 1280 18670 288671
C++ 87 8382 110417
doxygen 337 4316 3138
IML 2293 13227 487829
Java 1177 29747 131994
Scala 16 7239 53491

Table 1: Generated code for IML and SKilL back-ends

teractive documentation. The Ada and Java back-
ends use similar architectures. The excess code re-
quired for Ada is caused by duplication in header and
source files. Additionally, Ada requires manual mem-
ory management, manual boxing, manual reflection
and more verbose type conversions. The expressive-
ness of semi-functional Scala enables a concise archi-
tecture and relatively small implementation size.

Another benefit of SKilL is that tools working only
on a subset of the IR can be built against a reduced IR
specification. For instance, there is a tool printing the
names of implemented functions. If the specification
is stripped to the minimum, the resulting amount of
code is reduced to roughly a thousand lines.

3 Complete IML Replacement

Similar to the export tool one could also write an im-
port tool building IML files from SKilL. The appealing
aspect of this approach is that it would allow us to use
SKilL’s change-tolerance to convert between di↵erent
versions of IML. On the other hand, having to con-
vert between IML and SKilL several times on the path
from the front-end to the desired analysis is reduces
usability and increases total runtime.

Thus, the remaining goal is to have a total conver-
sion of Bauhaus to SKilL. First, we will create a fully
automated translation for all type definitions that are
specified using the IML specification language. After
that, the generator for contemporary IML serializa-
tion will be changed to create implementations that
internally use the SKilL API instead of directly writ-
ing objects into a stream. That way we will soon
be able to serialize instances of specified types. This
strategy will allow us to keep our legacy without losing
the ability to extend it e↵ectively.
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1 Architectural Models Di↵er in De-
velopment and Operations

Building software applications by composing cloud
services promises many benefits such as flexibility and
scalability. However, it leads to major challenges
like increased complexity, fragility and changes during
operations that are unknown in development phase.
These rapidly changing applications require communi-
cation and collaboration between software developers
and operators as well as strong integration of building,
evolving and adaptation activities.

DevOps is a set of practices to enable software
developers and operators to work more closely and
thus reduce the time between changing a system and
putting the change into production, while ensuring
high quality [6]. The software application architecture
is a central artifact at the interface between develop-
ment and operations. The phase-spanning consider-
ation of software architecture is essential in DevOps
practices. New architectural styles such as microser-
vices are proclaimed to satisfy requirements like scal-
ability, deployability and continuous delivery.

By simply introducing new architectural styles,
however, current problems in the collaboration and
communication among stakeholders of the develop-
ment and operation phases are not solved. Existing
architectural models used in the development phase
di↵er from those used in the operation phase. Three
di↵erences are highlighted and described hereafter.
These di↵erences result in limited reuse of develop-
ment models during operations and limited phase-
spanning consideration of the software architecture.

Abstraction levels di↵er in architectural models
from development and operations. Architectural mod-
els especially in early phases of development often ad-
here to the component-based paradigm to keep track
of the architecture and structure the application. In-
stances of the Palladio Component Model (PCM) [9]
are examples of architectural models used in devel-
opment. During operations architectural models are
applied to reflect the executed application, e.g. its
current deployment or usage intensity. Architectural
models used in operations are closer to an implemen-
tation level of abstraction (e.g., reflect method calls
and class signatures) as they result from monitoring
data related to source code artifacts. It is hard to re-
produce component models from monitoring data as
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knowledge about the initial component structure and
boundaries is missing.

For conducting DevOps practices it is useful to
combine prescriptive and descriptive architec-

tural models. Currently phase-spanning considera-
tion of architecture is not well supported. Prescriptive
architectural models are used during development to
document the application to be designed and imple-
mented. In operations descriptive architectural mod-
els are applied to reflect the executed application.

There is di↵erent content (static vs. dy-

namic) in architectural models used in development
and operations. Models in development specify the
static software design and structure. During opera-
tions architectural models are applied to reflect dy-
namic content such as in-memory objects, communi-
cations between objects and utilization of servers.

This paper proposes a model-driven approach,
called iObserve [4], to handle the three di↵erences in
architectural modeling by shared models and trans-
formations in between. Additionally, in this paper we
discuss the integration of dynamic content into the
iObserve approach.

2 iObserve Addresses Architectural
Di↵erences to Facilitate DevOps

The iObserve approach [4] considers development-
level evolution and operation-level adaptation as two
mutual, interwoven processes that influence each
other. Fig. 1 gives an overview of iObserve. The evo-
lution activities are conducted by human developers,
while the adaption activities are performed largely au-
tomatically by predefined routines.

iObserve addresses architectural challenges in Dev-
Ops by following the MAPE (Monitor, Analyze, Plan,
Execute) control loop model. MAPE is a feedback
cycle for managing system adaptation [10]. iObserve
extends the MAPE loop with shared models to ease
the transition between operation-level adaptation and
development-level evolution [7]. iObserve applies the
PCM as an architecture meta-model for modeling us-
age profiles, the software architecture and deployment
as well as quality properties. The software applica-
tion is observed to update the architectural run-time
model. The architectural run-time model reflects the
executed application. It is constructed by enriching a
PCM instance created during development with oper-
ational observations. Based on this up-to-date model,
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Figure 1: Overview of iObserve; Considering adapta-
tion and evolution as two interwoven processes.

the application is analyzed to detect anomalies, e.g.
increased usage intensity, and predict quality impact,
e.g. an upcoming performance bottleneck. The ar-
chitectural run-time model is then used as input for
an adaptation plan to handle the anomalies, e.g. mi-
grating a component from one cloud provider to an-
other [8]. The plan is executed to update the applica-
tion’s configuration and deployment. Related work on
model reuse and model extraction during operations
is discussed in [4].

The iObserve approach provides a megamodel to
bridge the divergent levels of abstraction in ar-
chitectural models used in development and opera-
tions. Megamodels provide a notation for the rela-
tionships of models, meta-models and transformations
[2]. The iObserve megamodel serves as an umbrella to
integrate development models, code generation, mon-
itoring, and model updates during operations. The
iObserve megamodel is divided into four sections de-
fined by two dimensions: one for development vs. op-
erations, and one for model vs. implementation level.
In the development section, the megamodel combines
an architectural model with monitoring probes and
uses it for source code generation. In the operations
section, monitoring data related to source code arti-
facts is associated with architectural run-time model
elements. Thus, the iObserve megamodel allows for
reusing development models during operation phase.

iObserve employs descriptive and prescriptive

architectural run-time models in the context of
the MAPE control loop [4]. The Monitor phase ex-
ploits information from probes to keep the descrip-
tive architectural run-time models causally connected
with the underlying software application. These de-
scriptive models are used during the Analyze phase
to identify any anomalies and thus trigger adapta-
tion. Adaptation candidates are determined by design
space exploration and specified as candidate prescrip-
tive run-time models during the Plan phase. Subse-
quently, these models are operationalized by deriving
concrete tasks of an adaptation plan for the Execute
phase. The tasks are derived by comparing candidate
models to the original model and applying the KAMP
approach to architecture-based change impact analy-
sis [5]. KAMP builds upon PCM instances and pro-
vides for each change to an architecture element a set

of tasks to implement the change. KAMP is applied
to support operators in semi-automatically deriving
adaptation plans, e.g. for solving performance and
scalability issues [3].

PCM instances reflect static system design and
structure and due to the extensions of iObserve repre-
sent the current properties of the executed application
(e.g., its usage intensity and actual deployment) gath-
ered by monitoring. Live visualization of dynamic

content, like in-memory objects and their communi-
cations, will help operators adapting the application
when anomalies exceed automated planning routines
(cf. operator-in-the-loop adaptation [4]). Therefore,
we are currently working on a combination of iOb-
serve and the live visualization approach ExplorViz
[1]. Similar to iObserve, ExplorViz monitors and ag-
gregates events during operations to update archi-
tectural models. ExplorViz models reflect aforemen-
tioned dynamic content and relates it to execution
nodes (e.g., virtual machines) and running compo-
nents. However, ExplorViz lacks knowledge about
initial design decisions from development phase. In-
tegrating ExplorViz models into the iObserve mega-
model combines the advantages of both approaches.

In consequence, the iObserve approach bridges dif-
ferences in architectural models in development and
operations regarding abstraction (component-based
vs. close to implementation level), purpose (finding
appropriate design vs. reflecting current application
configuration) and content (static vs. dynamic).
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1 Introduction

Software testing is a very important activity in soft-
ware migration as it verifies whether the migrated
system still provides the same functionality as the
legacy system. However, testing in a software migra-
tion project is a costly and time-consuming endeav-
our [1]. Therefore, when an existing set of test cases is
available, its reuse should be considered. This can be
beneficial, not just from economical perspective, but
also from practical perspective: the existing test cases
contain valuable information about the functionality
of the legacy system and therefore about the desired
functionality of the migrated system, too.

However, reusing existing test cases is far from triv-
ial since several challenges need to be addressed. For
example, the quality of the existing test cases needs
to be assessed, since they might have become legacy,
too. If test cases are redundant or do cover parts of
the system that are not used anymore, there is no
value in spending effort on reusing them. As another
example, the traceability between the test cases and
the legacy system needs to be established. Only then,
changes to the legacy system can be reflected to the
test cases.

To address these challenges, we envision a novel test
case migration method that is based on test case re-
engineering: Following the idea of model-driven soft-
ware migration, we extract models out of the existing
test cases, reflect the changes from the software migra-
tion (co-evolution), and at the end, we employ model-
based testing to generate test cases for the migrated
system. Such a test case re-engineering method that
enables co-evolution of test cases, is not fully covered
by the existing research.

In this paper, we first discuss a set of challenges
that a test case re-engineering method needs to ad-
dress. Thereafter, we sketch our method and describe
in which way it considers the identified challenges.

2 Challenges in Test Case Reuse

After observing test case reuse in practice and ana-
lyzing current research, publications as well as migra-
tion projects, we identified a set of challenges which
should be addressed by an approach that aims to pro-
vide maximal reuse of the existing test cases.

C1. Assessment of existing test cases. The
value of the existing test cases has to be initially as-

sessed. This assessment is important to see whether
further reuse is beneficial. It should include checking
quality characteristics like effectiveness, understand-
ability, or structuredness, identifying the relation to
the system or code components, evaluating the test
coverage, etc.

C2. Consideration of all test case levels. Test
cases at all test levels (unit, integration, system level)
have to be considered. Depending on the type of
the migration (language, framework or architectural
change), test cases from all test levels may be needed
in order to test the migrated system.

C3. Consideration of automated and non-

automated test cases. Both automated and non-
automated test cases have to be considered. A non-
automated test case may still contain valuable infor-
mation about the migrated system. For example, sys-
tem tests are mostly manual, since they address the
expected behavior from the end users perspective.

C4. Support for different levels of granular-

ity. In model-based testing, one of the key issues is
the level of granularity of test models. Should the
test cases be more coarse grained and contain only
the important concerns (higher level of abstraction) or
should they be more fine-grained, each covering more
specific concern in detail (lower level of abstraction).

C5. Establishment of traceability. A relation
between the test models and the models of the system
has to be established, as shown in Fig. 3. This relation
enables an assessment of test coverage and also, prop-
agation of relevant system changes. For example, us-
ing these relations, changes in the system architecture
could be reflected to the integration test model.

C6. Refactoring of test models. Refactoring
of the obtained test models my be needed since the
existing test case set may contain obsolete or duplicate
test cases. We assume that these anomalies could be
easier detected at model level, as shown in Fig. 2.
For example, an integration test case may check a
connection of two components that actually should
not be connected, or in system testing, a test case
may check a scenario that should not be possible.

C7. Reflection of system changes. The
changes happening during the restructuring of the
software migration have to be reflected to the test
models. It is important in order to obtain relevant
test models, and thus, relevant test cases. In other
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Figure 1: Co-evolution of test cases by applying a test
case re-engineering method

words, the co-evolution of test cases needs to be sup-
ported. Establishing traceability, as explained under
C5, is an essential prerequisite to enable co-evolution
of test cases.

3 Solution Idea

Having the challenges in mind, we present our envi-
sioned solution and discuss how we aim to address
these challenges.

In general, we envision a test case migration ap-
proach, i.e., a test case re-engineering method, tightly
related to the software migration as shown in Figure 1.
As the first step, we do an initial assessment of the
existing test set regarding its quality (C1), to decide
whether reuse of existing test cases would be benefi-
cial. For example, by analyzing previous test reports,
we can find out how effective these test cases were and
what coverage they had, regarding requirements, code
components, etc.

If the assessment step gives a positive result, we
can then approach to the second step, namely the re-

verse engineering of test cases. Existent reverse en-
gineering techniques from model-based testing could
be re-used [2], or, in case of specific requirements (dif-
ferent test levels, non-automated test cases, different
levels of granularity), a new technique may be devel-
oped. For the non-automated test cases, on a system
level for example (cf. Fig. 2), we may need a tech-
nique which would also be able to discover models at
different level of granularity (C2, C3 and C4). The
outcome of the reverse engineering step at the level
of unit testing could be a class, activity or state-chart
diagram, at the level of integration testing it could be
component diagram (cf. Fig. 3), while activity or state
chart diagrams could be used at the level of system
testing (cf. Fig. 2).

After the test models are obtained, as the third
step, we establish relations between test models and
models of the system (C5). We assume that by us-
ing model matching techniques, corresponding model
elements can be be related, as shown in Fig. 3. This
should enable refactoring of test models when some
errors are detected, as well as reflection of the changes
that happen in the system.

Once the relation is established, in the fourth step
we analyze the test models again to see whether refac-
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Figure 2: Example for error detection and level of
granularity
toring is needed (C6). For example, for the system
level test cases, after the re-engineering step we obtain
an activity diagram representing the expected behav-
ior according to the old test cases. Due to evolution-
ary development of the old test cases, it may be the
case that some non-allowed paths are present in the
diagram, which could be easily noticed and corrected.
For example, in Fig. 2, the path including activity D

should not be checked anymore, since this activity is
not part of the desired flow anymore.

A

TC1:   test_A_to_B_S1
TC2:   test_A_to_B_S2

BS2
S1

A
B

S2

S1

C

Existing test cases Integration test model Model of the system

Figure 3: Example for relations between an integra-
tion test model and a model of the system

In the fifth step, we do restructuring of the test
models by reflecting relevant changes that happen
during restructuring of the system (C7). In differ-
ent migration scenarios, different levels of test cases
are affected in different ways. For example, Fig. 3
gives an example of an architectural change, where
the newly introduced component C overtakes the re-
sponsibility for providing the interface S2. Since the
integration test model does not contain the new com-
ponent, it is not anymore valid and must be modi-
fied. Namely, the component C with the interface S2

should be added.
Once the test models are updated with the relevant

changes coming from the system restructuring, they
could be used in the last step, the sixth step, as in-
put for the forward engineering of test cases, i.e., the
actual test case generation using model-based testing.

To summarize, the overall aim is to provide the
highest level of automation for each of the discussed
steps, thus minimize required manual intervention in
the semi-automated activities (cf. Fig. 1).
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Abstract

This paper presents the Explicitly Integrated Archi-
tecture Process for integrating architecture models
with program code. The process allows to edit pro-
gram code using architecture model views with auto-
matic bidirectional translations.

1 Motivation

When long-living software evolves, developers need to
understand the software and the program code struc-
tures that build the software. It is easier to under-
stand abstract models of the code than the code itself.
During the evolution of long-living software, models
tend to become outdated. When such inconsistencies
between the model and the code exist, faults might be
introduced during maintenance and evolution when
developers rely on outdated information.

Our approach to this challenge is to integrate archi-
tecture model specifications into program code. The
models can be embedded into and reliably extracted
from the code. This paper briefly presents the Ex-
plicitly Integrated Architecture Process for integrat-
ing architecture models described in an Architecture
Description Language (ADL) with program code that
complies to existing component models (CM).

2 Related Work

For synchronizing models with code several ap-
proaches exist: Methods for code-generation mainly
include model-driven development (MDD) (e.g. [2])
and round trip engineering (RTE) (e.g. [5]). Re-
garding the motivation of our approach, these ap-
proaches either allow only one-way synchronization
(MDD) or do not bridge the gap between abstraction
levels (RTE). Model reconstruction (e.g. [6]) aims to
construct models from code. These approaches create
persistent models and require considerable manual ef-
fort. Model execution (e.g. [3]) handles models as data
for model execution engines. These approaches can
bridge the gap between abstraction levels, but only
refer to behaviour models.

3 Process

Currently no approach exists to edit code in an ar-
chitecture model view, that bridges abstraction lev-
els, with an automatic two-way translation. To over-

come this gap, we now describe a process for integrat-
ing architecture model information with program code
complying to component models. The code will reuse
structures required by the CM framework in use, and
contain additional structures, which represent archi-
tecture model elements that cannot be expressed in
the CM language. The process makes explicit, what
traditionally is only implicit in the code. It is there-
fore called Explicitly Integrated Architecture Process.

3.1 Process Concepts and Elements

The process is based on three main concepts. Figure
1 gives an overview of the elements used within the
process and their interrelationships, and shows where
the stated concepts are used.

Model Integration Concept: The model inte-
gration concept describes how model information is
integrated with program code. In figure 1 the con-
cept provides vertical integration. It is used to inte-
grate and extract architecture model information from
a CM and the intermediate language in the program
code (e.g. [4]). The concept is based on the ideas of
Moritz Balz [1]. The code is statically analyzed for
program code structures that identify CM elements.
E.g. Java EE enterprise beans are identified via their
annotations on Java types. A model is built from
this analysis that represents the code in terms of the
CM meta model. Additional architecture information
from the intermediate language can be applied using
various techniques, such as marker interfaces or anno-
tations. The model can be edited in its model form,
or by editing the corresponding code structures.

Component 
Model 1

Programming Language
and Program Code

Architecture Model Transformations

ADL 1

Component 
Model 2 IAL ADL 2

Component 
Model n ADL n

Model 
Integration 
Concept

Figure 1: The elements of the process and where the
three main concepts (underlined) are located.



Intermediate Architecture Description Lan-

guage (IAL): The IAL is used to represent archi-
tecture information independently from the ADL and
the CM that are used to specify and implement the
architecture. It has the role to increase the process’
interoperability with di↵erent ADLs and CMs, and
to increase the evolvability of the approach. ADLs
and CMs have di↵erent kinds of information they are
able to describe. E.g. in contrast to ADLs, CMs of-
ten cannot describe a deep component hierarchy. The
IAL handles these di↵erences using a profile concept
similar to UML profiles.
Architecture Model Transformations: In figure
1 the transformations provide the horizontal integra-
tion. Two kinds of transformations are used within
the process: (a) ADL models are synchronized with
IAL and CM representations. (b) Translations be-
tween interrelated profiles of the IAL are defined.

3.2 Process Steps

In the process, architecture model information is ex-
tracted from the code for editing, and integrated with
the code after editing or creating the model. The pro-
cess is visualized in figure 2. It can be started either
from code that complies to a CM – including code
that has not been developed using the process yet –
or from either a new, or an extracted ADL model.
The process defines three main activities:

Code

Code 
! CM

ADLIAL !
ADL

Inter-
module 
Transfor
mations

Code ! IAL

Code & 
CM !
IAL

CM & 
IAL!
Code

IAL!
CM

Figure 2: Overview of the Explicitly Integrated Ar-
chitecture Process

(1) Code , IAL: An IAL model is created from
the code using the model integration concept. The
activity comprises two subactivities: In the subactiv-
ity Code to CM the code is translated into a model
of the CM meta model. In the subactivity Code &
CM to IAL this CM representation is translated into
an IAL model. The IAL model is enriched from the
code with information, that cannot be expressed in
the given CM, using the model integration concept.
(2) Intermodule Transformations: The IAL rep-
resentation is translated according to the features of
the involved languages. E.g flat architectures can be
represented hierarchically with one hierarchical level.
The transformations do not delete original informa-
tion. Therefore no information is lost.
(3) IAL , ADL: The IAL representation is trans-
lated into an ADL representation. The ADL model
can now be edited with its original editor. The
changed model can then be integrated with the ex-

isting program code by executing the steps in reverse
direction.

4 Conclusion

We are currently implementing Codeling, a tool for the
process based on the Eclipse IDE. The source code is
publicly available1. We evaluate the approach using
the CoCoME2 project and during the development
of Java EE programs in our working group. The cur-
rent implementation works with an EJB and CoCoME
codebase and allows for the extraction and integration
of Palladio and UML models. The approach allows for
translations between many CMs and ADLs, whereas
the tool is currently focused on Java-based CMs and
Ecore-based ADLs. However the tool could be ex-
tended to address further languages.

This paper gave an overview about the Explicitly
Integrated Architecture Process. It is used to edit
architecturally relevant code in architecture model
views. After a motivation, we addressed related work.
Then we stated the concepts and the steps within the
process. At last we described the evaluation.
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Abstract: Identifiers are essential for the under-
standing of source code. Programmers can name them
arbitrarily, which is a major source for hard to un-
derstand code. We investigated how an identifier’s
length and semantics affect program comprehensibil-
ity. In a controlled experiment, we showed that iden-
tifier names using proper words lead to a faster de-
fect detection than identifier names using abbreviated
words or single letters.

1 Introduction

Software maintenance is one of the major cost fac-
tors in software development [5], and programmers
spend much of their time comprehending source code
[3]. Program comprehension is affected by identifier
names, as they can help developers choose an efficient
comprehension strategy [2].

Psychological research suggests that identifier
names can affect program comprehension, but it re-
mains unclear whether short or long identifier names
are beneficial. Some findings seem to favor short iden-
tifier names, for example lists of short items fit better
into memory than lists of long items [1], and short
words are more common in natural language than long
words [6].

Other findings support the opposite. Longer words
have richer semantics and that allow to regroup con-
cepts as chunks of information, thus relieving working-
memory resources [1]. Single letters are easier to spot
when embedded in real words [4]. Therefore, program
comprehension should benefit from real word identifer
names although they might be longer.

Thus, it is unclear whether short or long identifier
names are beneficial for program comprehension.

In this paper, we investigate the question how dif-
ferent identifier naming styles affect program compre-
hension. To research this matter, we evaluated how
fast participants detected semantic defects in source
code. While syntactic errors are usually caught during
compile time, semantic defects, such as faulty calcu-
lations or runtime-errors, are caused by syntactically
correct code, which does not perform its function ac-
cording to its specification.

Participants have to use mental execution to find
such defects, and if identifier style has an effect on
response time, participants should perform differently
with different identifier styles.

2 Method

To address our research question, we conducted a web-
based experimental study. Via online platforms, such
as Twitter and Xing.de, we recruited 72 professional
C# developers (Age: 35.3 ± 6.8 years, experience:
14.0 ± 5.8 years, C# experience: 7.8 ± 3.6 years); all
were native German speakers.

We designed six snippets of C# code. Each con-
sisted of a commented, self-contained, 15-line long
function, and was available in three versions, with
their identifier names altered to either whole words
(e.g., customer), abbreviations of three characters
(e.g., cus), or single letters (e.g., a). Every snip-
pet had a derivate version with a semantic defect, as
shown in Listing 1.

1: List<char> a(string b) {

2: List<char> c = new List<char> { ’{’, ’}’ };

3: List<char> d = new List<char>();

4: for (int e = 0; e < b.Length; e++) {

5: char f = b[e];

6: if (c.Contains(f)) {

7: c.Add(f);

8: }

9: }

10: return d;

11: }

Listing 1: Example snippet with single letter identifier

names. Identifiers where named alphabetically, but the

standard .NET API left intact (e.g. List, String, etc.).

The listings shows a snippet with single letter iden-
tifier names. Here, we omitted comments and empty
lines to keep the example short. The snippet contains
a semantic defect in line 7. The function is supposed
to identify all curly-braces within a piece of code, but
matching characters are added to the wrong list. The
line should read d.Add(f);.

We used a repeated-measures design, in which each
participant saw all types of snippets (letter, abbrevi-
ation, and word identifier names). We instructed par-
ticipants to find the semantic defects in three different
snippets and measured the time they required to suc-
ceed. To control for practice or fatigue effects, the
order of the snippets was randomized for each partic-
ipant.

3 Results

We evaluated the differences in response times using
planned contrasts, and tested them for significance us-

1



Figure 1: Left: Reaction time, grouped by identifier types. The plots disregard the inter-individual differences which we

controlled for in our statistical tests. Right: Response speeds grouped by identifier type. Participants detected defects

20% faster when code contained identifier names using words instead of abbreviations or single letters. The vertical bars

show 95% confidence intervals.

ing Student’s t-test. Our data are described in Table
1, separated for each identifier type. The distributions
were skewed to the right, which reduces the power of
our significance tests due to slow outliers. To counter-
act, we transformed our data using an inverse trans-
formation, yielding ’Defect per Minute’ rather than
’Minutes per Defect’. The raw data are plotted on
the left in Figure 1.

Table 1: Response durations and speeds during the seman-

tic task, split by identifier type. ’Duration’ is shown as

median (MD) and interquartile range (IQR). Defects per

minute are shown as mean (M) and standard deviation

(SD).

Duration Defects per Minute

Type MD IQR M SD

Word 1:25.48 1:12.78 0.78 0.42
Abbreviation 1:38.57 1:05.37 0.65 0.31
Letter 1:40.36 1:24.87 0.66 0.39

We found a statistically significant difference be-
tween words and non-words (abbreviations and single
letters combined in contrast variable  a, t a(71) =
2.73; p = .004). We found no significant difference
in the speeds for abbreviations and single letters
(t b(71) = 0.07). Participants detected semantic de-
fects in the code the fastest when it used normal word
identifier names. When code used abbreviations and
single letter identifiers, participants were equally fast.
However, when participants interacted with code us-
ing normal words, they were on average 20% faster
(dz = 0.32, Cohen, 1988). This effect is shown in
Figure 1.

4 Discussion

Since there was no difference between single letters
and abbreviations, we conclude that length alone is
not enough to explain how identifier names affect pro-
gram comprehension, and semantics appear to play an
important role. Although the normal-word identifier
names are longer than abbreviations, they lead to a
faster understanding of the code and detection of the

defect. We assumed that short names would relieve
working memory; however, the presented comprehen-
sion tasks appeared to benefit more from the semantic
properties of the normal-word identifier names.

We found that code using normal words can be
understood more quickly and eases defect detection.
This finding suggests that proper identifer naming
should be considered during the initial creation of
source code, in order to save maintenance costs later
on in a software’s life cycle. Although longer names in-
crease typing effort in comparison with abbreviations
or single letters, auto completion and the benefit from
semantics during program comprehension render this
difference negligible.
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Abstract

Code smells are indicators of design flaws that may
have negative e↵ects on the comprehensibility and
maintainability of a software system. Previous stud-
ies on software clones have shown that visualization of
findings are useful to identify clones suitable for refac-
torings. However, techniques to visualize code smells
in general are rare and, thus, an interesting field of
research to bridge the gap between code smell detec-
tion and code smell refactoring. This paper presents
an approach that is supposed to help in assessing the
extent of code smells and in ranking the relevance of
refactoring opportunities.

1 Introduction

In the last couple of years several design principles
were introduced to enhance the quality of software
at code and design level. Code smells, on the other
hand, are practices indicating violations of such prin-
ciples and may have negative e↵ects on software com-
prehensibility and maintainability. Fowler et al. pre-
sented definitions of 22 code smells and suggested to
remove findings whenever possible [2]. Based on this
suggestion, di↵erent tools have been developed to de-
tect and remove code smells by applying appropriate
refactorings. However, the visualization of code smells
has been widely neglected yet. Though, the visualiza-
tion of software clones—the code smell claimed most
harmful by Fowler—was shown to be a very useful way
of assessing individual clones as well as the degree of
cloning in software entities such as files, packages, and
subsystems.

This paper presents a new approach to emphasize
the smell rate of packages and source code files along
with the extent of potential refactorings. With that
goal in mind, we propose to combine Voronoi treemaps
arranged on a circle (similar to the radial layout) with
heatmaps and hierarchical edge bundles in order to a)
visualize the structure of a particular package consist-
ing of source code files, b) highlight refactoring op-
portunities and, c) depict the relations of files that
contain code smell to each other.

2 Related Work

Balzer et al. [1] presented Voronoi Treemaps as an
hierarchy-based approach to visualize arbitrary met-
rics of a software system. Instead of using tradi-

tional rectangle-based layout algorithms, the layout
of a Voronoi Treemap is computed by an iterative re-
laxation of Voronoi tessellations. The advantage of
this approach is the enhanced aspect ratio between
the width and the height of particular objects repre-
sented by Voronoi cells.

Holten [4] introduced hierarchical edge bundles as
a flexible approach to reduce the visual clutter of tech-
niques visualizing compound (di)graphs, particularly
the adjacency relations between nodes. Moreover,
Holten demonstrated how hierarchical edge bundles
can be used in conjunction with existing tree visual-
ization techniques, for instance, treemaps and radial
trees. In order to customize the presentation of edges
and, thus, to provide a continuous trade-o↵ between
a low-level and a high-level view of the adjacency
relations, a parameter used to adjust the bundling
strength has been added.

Hauptmann et al. [3] suggested the usage of edge
bundle views to interrelate the structure of a software
system with clone detection results. The developed
prototype has been implemented on top of the open
source quality assessment toolkit ConQAT and pro-
vided beneficial indications to uncover errors in the
setup of the clone detection tools.

3 Visualizing the Software

Visualizing code smells assist developers to gain in-
sights into a software system and is utile to point out
information used to enhance its quality, for instance,
by applying appropriate refactorings. Our approach
consists of three components:

1. Voronoi treemaps arranged on a circle visualizing
the size of packages and source code files in terms
of LOC (lines of code).

2. Heatmaps superimposed onto the treemaps em-
phasizing the smell rate of particular source code
files.

3. Hierarchical edge bundles depicting relations be-
tween source code files containing code smells.

An example of the resulting visualization is given
in Figure 1. In the following sections we will describe
our approach in more detail.



Figure 1: Seven Voronoi treemaps arranged on a cir-
cle representing seven packages and their source code
files. A heatmap is superimposed onto the treemaps
that emphasizes the smell rate of each file. Further-
more, edge bundles are used to depict local and global
relations between files that contain code smells.

Voronoi Treemaps and Treemap Arrangement
Treemaps are widely used to visualize the structure of
a software system as they are well suited to subdivide
a surface into smaller polygons based on an arbitrary
metric and to depict recursive entities, such as directo-
ries that contain further directories and files. Voronoi
treemaps have been introduced to enhance the aspect
ratio between the width and the height of polygons
and, thus, to enhance their comparability. The ap-
proach presented in this paper uses Voronoi treemaps
to subdivide the surfaces of arcs which, taken to-
gether, form a circle in order to a) subdivide a non-
rectangular object and b) make usage of the enhanced
comparability of polygons. In particular, each pack-
age p of a software system is represented by an indi-
vidual arc a. The length of a corresponds to the size
of p in terms of LOC. Thus, the longer a is, the more
lines of code p contains compared to other packages of
the system. Afterwards, the surface of p is subdivided
into smaller polygons by using Voronoi treemaps that
are based on LOC as well. The resulting visualiza-
tion is similar to already known techniques except of
the extra space around the center of the circle that is
used by edge bundles presented in the remainder of
this paper.

Superimposing A Heatmap Layer In addition
to Voronoi treemaps, heatmaps are used to visualize
the smell rate (SR) of individual source code files. The
smell rate of a file f puts LOC of f into relation to
the number of lines of f that are part of a code smell.
LOC in conjunction with SR is a good indicator for
the e↵ect of a source code file on the overall system in
terms of maintainability. That is, the larger a file and
its smell rate is, the larger the overall amount of source
code that is classified as bad practice. Resolving such
large instances is most probably more e�cient than
resolving small ones. However, other metrics may be

su�cient, too. The example given in Figure 1 uses
di↵erent intensities of gray, turning from white in case
of files without any code smells at all to dark gray with
increasing smell rates. Relating the size of a polygon
with its color intensity allows to easily catch files that
show high relevance according to both metrics.

Using Edges to Point Out Relations Since ev-
ery file is independently represented by a polygon,
connecting related files with edges is suitable to vi-
sualize existing relationships. Examples of such rela-
tionships include the usage of functions located in one
file by functions located in others. In case of mainte-
nance tasks, pointing out relations between files may
give further hints towards a relevance ranking. In or-
der to reduce visual clutter resulting from numerous
edges connecting lots of polygons, we suggest to a)
draw an individual edge e only if one of the files con-
nected by e contains code smells and b) use hierar-
chical edge bundles in conjunction with an adjustable
bundling strength to provide a continuous trade-o↵
between a low-level and a high-level view of relation-
ships. As one can see in Figure 1, relations between
files located in di↵erent packages are depicted by edges
going through the center of the circle while relations
between files located at the same package are depicted
by edges staying in the corresponding treemap. This
technique may assist developers to further assess the
extent of code smells. That is, applying refactorings to
files with lots of global relations might be more time-
consuming than applying refactorings to files with lo-
cal relations only.

4 Conclusion

We presented a new approach that is supposed to as-
sist developers in assessing the extent of code smells
and in ranking the relevance of refactoring opportuni-
ties by combining Voronoi treemaps arranged on a cir-
cle with heatmaps and edge bundles. We suggested to
visualize packages and source code files with their met-
rics LOC and SR. However, the proposed approach is
neither limited to the visualized elements nor to the
selected metrics.
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Abstract

Developers differ in terms of the APIs that they are
experienced in. Understanding such differences helps
in balancing team structures and assigning develop-
ers to pending issues or hiring developers. In this
extended abstract, we demonstrate how simple API-
related, per-developer metrics can be visualized to
give a quick overview on the API experiences of devel-
opers. Data extraction is based on mining the commit
history in projects in terms of references to API ele-
ments (methods and types). We visualize experiences
as maps and aster plots.

Keywords: Program Comprehension, Software Vi-
sualization, Mining Software Repositories, Developer
Experience.

1 Underlying concepts

We use the term API as follows: an API is a set of
types (classes, interfaces, etc.) referable by name and
distributed together for use in software projects. APIs
can be described by their package names, package pre-
fixes, and types within packages. An example would
be the package prefix javax.swing referring to Java’s
API for GUI programming.

Following Roover et al. [2], we use the term domain
for an extra level of abstraction for grouping APIs.
For instance, Java’s APIs java.awt and javax.swing

APIs contribute to the GUI domain. These are other
examples of domains: XML (programming), Meta
(programming), IO, Web (programming). A domain
is a (named) set of APIs.

Our use of the term ‘experience’ is informed by the
definition in the Oxford Dictionary, 2015: “The knowl-
edge or skill acquired by a period of practical experi-
ence of something, especially that gained in a particu-
lar profession”. In our context, the period of practical
experience is the contribution to a given project in
terms of commits, which are sets of changes which
may involve usage of API elements (classifiers, meth-
ods, enums). Following Mockus et al. [1], we assume
a suitable notion of ‘experience atoms’—here related
to APIs. An atom is either a reference to an API
element or a distinct API element being referenced
in lines changed by a commit. Thus, we use these
metrics: API references: AR, API elements: AE,
Domain references: DR, and Domain elements: DE.

The extraction of referenced API elements relies
on a lexical approach. The extractor iterates over
changed lines from the commits and tokenizes them
into Java lexical units. Those lexemes or Java iden-
tifiers are considered candidates for names of API el-
ements. These candidates are intersected with the
API elements of packages imported in a changed file.
The resulting set is considered a referenced API el-
ement. The examples of this extended abstract are
concerned with the popular open source libGDX and
its rich commit history.

2 Visualization as map

Fig. 1 shows a map for developer experience. The
complete rectangle proxies for the references to all
APIs made by all developers. The contained rect-
angles group experience atoms by domain. The yet
further nested rectangles group experience atoms by
API and developer; one color is used per API regard-
less of different developers. Developers are shown here
per number code 1, . . . , 8 for the top-8 committers
and ‘R’ for the rest. In this manner, we can assess the
contribution of each domain to the project, the contri-
bution of each API to the project, and the significance
of experience of individual developers for given APIs
and domains.

3 Visualization as aster plot

We use an aster plot per-developer for a given mea-
sure such as DR and we show these aster plots for
all (selected) developers next to each other for com-
parison. An aster plot is an extended pie chart (or
circle chart). In addition to the angles of segments,
the aster plot has different radii for each segment and
a value in the center. The angle of each segment is
proportional to the quantity of the relevant API met-
ric for the given developer. The radius is proportional
to the given developer’s percentage of the metric for
the developer with the highest value. The value in the
middle is the mean of all radii on a 0. . . 100 scale.

The aster plots of Fig. 2 visualize domain references
for the top-8 developers. (In fact, we focus on GitHub
committers rather than GitHub authors here.) Each
plot shows the top-8 domains for the developer at
hand where the remaining domains are summarized
in Other. The favorite domains of each developer can



Figure 1: Domain & API references (DR and AR) for libGDX

Figure 2: Per-developer comparison of domain references for libGDX

be easily observed in this manner. For instance, the
favorite domains (with the most references) of devel-
oper 2 are Meta, GUI, IO, and Media. The developers
can be easily compared by means of the radii. For in-
stance, developer 1 is the most experienced developer
in the Archiving domain even though it makes only a
small contribution to all the experience atoms of this
developer.

4 Conclusion

The developed visualization approach summarizes
several aspects of per-developer API usage in a concise
and systematic manner. The overall idea of interpret-
ing API usage (in terms of both references to API
elements and referenced API elements) is not new [3];
the original insight of the present work is that ratios
of APIs are compared for each individual developer
and across all developers while adding the abstraction

level of domains on top of APIs.
In future work, we plan to develop a comprehen-

sive visualization tool that allows one to explore per-
developer API usage along different dimensions based
on the selection of a collection of developers, a win-
dow on the commit timeline, a collection of APIs or
domains, and yet other parameters.
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